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Abstract

This paper explores seweral kernels in the
context of text classication. A novel view
of how documenrts might have been created
is introduced and kernels are derived from
this framework. The relations betweenthese
kernels as well as to the Gaussian kernel
are discussed. Moreover, the popular tf-idf
weighting schemewill be derived asa natural
consequence.Finally, the kernels have been
evaluated on the Reuters Corpus Volume |
newswire databaseto assesgheir quality in
a topic classi cation application.

1. Intro duction

Kernel methods with their most prominent example
the support vector machine (Vapnik, 1995; Shawe-
Taylor & Cristianini, 2004) are nowadays state of the
art learning techniques and are widely used. One rea-
sonfor the popularity of the SVM liesin the simplicity
of the training (comparedto other methods) sinceonly
a few parametershave to be tuned, while reaching ex-
cellert performance. A further advantage over other
learning methods is its ability to perform well evenin
extremely high dimensional spacesdue to its regular-
isation mechanism which prevents over- tting of the
data. This property is very corveniernt for applica-
tion such astext processingwhere the dimensionality
of the data is extremely large and hence, special fea-
ture selectionor dimensionality reduction stepscan be
avoided.

A particular issuein the domain of kernel methods is
the design of new kernels where lots of e orts have
been made. (Jaakkola & Haussler, 1999) intro duced
the idea of Fisher kernels which makesit possibleto
exploit generative models to derive kernels. Further-
more, kernelsfor discrete structures suc as strings or
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pair hidden Markov models have been introduced in
(Haussler, 1999; Watkins, 2000).

A special application where discrete structures arise
is the eld of text classication. The application
of SVMs to text classication was pioneered by
(Joachims, 1998) where the \bag of words" principal

is used to derive feature vectors. Leopold and Kin-

dermann (2002) discussthe in uence of pre-processing
and weighting schemesin this cortext. A di erent ap-
proach basedon string kernelshas beenconsideredin
(Lodhi et al., 2002) and this paper will investigate the
concept of probabilistic kernelsfor text classi cation.

The remainder of this paper is organised as follows:
In Section 2 the problem of text classi cation is intro-
duced. Section 3 intro ducesa novel view of how docu-
ments emergeand how to deducekernel functions from
that perspective. The selectionof the kernel parame-
ters is discussedin Section4. The evaluation setup as
well as the results are presened in Section 5 followed
by conluding remarks in Section 6.

2. Text Classi cation

The goal of text classi cation is to automatically clas-
sify text documerts x 2 X according to some prede-
ned semariic classeor topicst 2 T. As atext canbe
about seeral topics at the sametime (e.g. discussing
the in uence of politics on economics)and the de ni-

tion of the topics may be overlapping it is not always
possibleto assignonesingle classlabel to a documert,

i.e. classesare not mutually exclusive. Consequetly,
the task should be understood more in the senseof
annotation or tagging of documenrts with semaric la-
belsrather than an ordinary multi-class classi cation.

Therefore, the task is to learn a binary decisionrule
for every semartic topic which indicates whether the
assignmen of that particular label is appropriate or
not, i.e. fy :x! f+1; 1g.

As in (Joachims, 1998), the Support Vector Classi-
er is used that learns a decision function f (x) =
sign( ;yi K(x;x;)+b) from agivensetofi.i.d. train-
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ing samples(x;; yi)L; . The kernel function K implic-
itly maps the data into a higher dimensional space
x ! ( x) sothat a linear function in that spaceim-
plemerts a non-linear decision boundary in the origi-
nal space. The optimal weighting coe cients ; and
the threshold b are obtained by solving the quadratic
optimisation problem

e X X
min 5 i Yy K(Xiixj) i
e i=1
1
" 1)
subject to Vi i =0; 0 i C

i=1
The tradeo parameter C enablesa balance to be

struck betweenthe strict separation of the data and
the complexity of the decisionfunction.

The formulation of the SVM nicely decouplesthe opti-
misation part, i.e., the constrainedquadratic program-
ming, from the data represertation part, i.e., the def-
inition of a suitable Gram matrix K. Concerning the
optimisation part there exists seeral padkagesthat use
some standard kernels such as the linear, polynomial
or Gaussiankernel. In this work we focus on the sec-
ond part, i.e., the represeration of the data and the
kernel which is usedin the classi cation rule.

3. Probabilistic Generation of

Documents

This sectionintro ducesa novel view of how documerts
may be created. With this creation processin mind
probabilities that accourt for the similarity of docu-
ments will be derived. The key concept of this novel
view is to think about a documert as a realisation of
some abstract or prototypical, topic-dependert docu-
ment. This prototype or template can be seenas a
documernt that cortains all the essetial information
of a topic and the realisation, i.e. the obsened doc-
ument, is the template enriched with style elemerts.
Obviously, dierent authors have di erent styles and
choosedi erent words to completethe template to the
nal documert. However, thesewords do not carry es-
sential information and can be viewed asnoiserelative
to the topic.

If these prototypeswere known the similarity of docu-
ments could be reformulated as how similar the docu-
ments are to a commonprototype. This similarity can
be expressedby the likelihood of the set of words by
which the documert di ers from the template, i.e., the
style elemers which have beenadded by the author.

To calculate this likelihood we assumethat a word w
gets selectedby the author with a certain probabil-

ity pw. Hence,the likelihood can be calculated as the
product of all the p, corresponding to the words w
by which the documert diers (counting multiple oc-
currencesof a word) from the template. In order to
ensure invariance against documernt length the term
frequencyis used,i.e., the raw word occurrencein the
documert is normalisedto sumto one. Therefore, the
likelihood that the documern x is basedon the tem-
plate T is given by

W
P(xjT)= pp» ™ (2

w=1

wherexy,; Ty arethe term frequenciesof the documert

respectively the template and W is the total number

of words in the text corpus. Obviously, the i.i.d as-
sumption is an approximation which, howewver, seems
to be adequatefor those o -topic words.

Moreover, we are interested in the likelihood of the
collection of words which form the template sincethis
probability or, more precisely its complemern is an-
other indicator of similarity. This follows from the
model of how documerts are created; starting from an
empty template, i.e., the templates frequencyvector is
the zero vector!, two documerts are very unlikely to
be similar. On the other hand, two documerts which
are basedon a template which consistsof many spe-
cialisedwords (which have a small random occurrence
probability) are very likely to be similar. Again, the
sameidea is usedto calculate this likelihood which is
then Y
PM=1  p: (3

w

The problem so far is that we assumedthat the tem-
plate is known which, obviously, is not the case. A
possibleway to overcomethis problem is to consider
not only one single template, but a whole set. In do-
ing so, the similarity is calculated by taking the aver-
ageover all possibletemplates weighted by their like-
lihood. This vyields the concept which is known as
probabilistic or P-kernel (Shawe-Taylor & Cristianini,
2004) and will be elaborated further in the next sub-
section.

The P-kernelis de ned by a distribution P over a set
of models M . The similarity of two inputs x and z is
then given by

(x;2) = p(xjm)p(zjm)P (m); (4)

m2M

contribution of style elemerts to the frequency statis-
tic are neglected for templates yielding an improp er term
frequency vector, i.e., the components do not sum to one.
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with corresponding feature mapping

(X 7! p(xjm)p P (m) : (5)

m2M
This is ertirely analogousto the prior distribution used
to de ne a covariance function for a GaussianProcess
(GP) model, whereP (m) is the prior probability of the
function f, (x) = p(xjm). Hence,using a standard GP
with this kernel is equivalent to learning a Gaussian
posterior distribution over linear combinations of tem-
plates. Gaussianvariational approximations for classi-
cation would similarly provide a Bayesianmethod of
de ning a posterior over linear combinations of tem-
plates. An SVM with dual variables ; de nes asingle
linear combination
X

w = i (Xi); (6)
I
sothat the weight of model m is

X [

ip(xijm)  P(m): )
I

3.1. Probabilistic Kernel

The certral conceptof probabilistic kernelsis to eval-
uate the likelihood of the compared data items x; z
with respect to a given model. In our casethis model
is de ned by the documert template T. Moreover, the
probabilistic kernel doesnot consideronesingle model,
but the averageover all possible models weighted by
their prior probability p(T), i.e.,
z

(x2) = e P(XT)R(ZT)p(T)dT 8)

with p(xjT) beingthe likelihood of the data given the
model.

Basically, all the necessaryingredierts have beenin-
troduced in the last subsection, however, someslight
adaptations are required. First of all, a conditional
probability density given the model hasto be derived
from Eqg. (2). Sincethe documerts are expectedto be
\ric her"? than the template the cortrary will have a
probability density of zero,i.e.,

Y
p(xjT) = Z(T) pv ™ if xw > Ty else0  (9)
w

whereZ (T) is a normalisation constart which is easily
found by integration.

Secondly the integration domain where the integrand
is non-zero, i.e. w[0; min(Xw; zw)], has an empty

2theirs term frequenciesare higher

measure becausemost componerts x,, are zero (due
to the sparsity of the bag of word represertation) and
thusthe integration domain degeneratefor most com-
ponerts to [0;0]. Therefore, we augmert the model
probability p(T) by a discrete state \w ord abser" rep-
reserted by a Dirac pulse ¢ at zero which yields the
mixture distribution

Y Y
p(T) = z{1 ) (

w w

oTw)+ (1 )17,50)

(10)
with mixing factor and normalisation constart Z°.
This constart is however not important sinceit is just
a data-independert scalingof the whole kerneland will
cancelout.

The probabilistic kernel is now completely de ned.
However, rather than using this kernel directly its nor-
malised courterpart is used where all sampleslie on
the surface of the unit hyper-spherein the kernel in-
duced feature space. Let  be the implicit mapping

to the feature spaceinduced by the kernel then the
normalised kernel is given by
(x) (2 (x; )
MX;z) = - — = p—= (11
6= Fooiica5 - P X X) (z,2) (1)

This kernel normalisation can be quite important in
practice sincethe kernel valuestend to be rather small
and this normalisation keepsthem within a repre-
sentable range. In particular, it turned out to be very
advantageous for the selection of the SVM tradeo
parameter C whose optimal value was mainly in the
range [1; 100] when using this normalisation, whereas
a large variation (depending on the selection of the
probabilities p,) has beenobsened otherwise.

Obviously, to apply this probabilistic kernel in prac-
tise an explicit expressionfor the integral has to be
found. Furthermore, the de nition of this kernel in-
volves a product over all words which is intractable
since the whole vocabulary has the order of sewral
tens of thousandsof words. Therefore, to havean e -

ciertly computable formula, it is extremely important
to nd an expressionwhich only requires a loop over
non-zero componerts of the feature vectors which is
usually about 100words. Ful lling theserequiremerts
is not atrivial task and involveslong derivations which
are out of the scope of this paper. The basic idea
is that all factors corresponding to zero-compmnerts
will be the sameand can be factored out. After some
lengthy integration and algebraic regrouping the fol-
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lowing equations can be found:

F(x; 2) ]

(X;2) = p——=——; with
F(x\;(x)F(z;z)
F(x 2) = min(Aw(x); Aw(2))  (12)
W:xw>%and Zw>0
min(Bw (X); Bw(2))
W:Xy>0and z,>0
where the quartities
2 1 py v
Aw(x) = 1+ 1 (2‘”713 —+logjtj
P& |09p—w 1 pw
2 1 py *w
BW(X) = 1+ LM 1’
Pw Iogp—w t 1o
(13)

have to be precomputed to allow for e cien t ewalua-
tion of the kernel. It hasto be noted that F does not
correspond to the non-normalised kernel since se\eral
factors, including data-dependert ones,have cancelled
out.

3.2. Template Inference

An alternativ e to the above probabilistic kernel is to
approximate the averaging over all models by consid-
ering only the model with maximal cortribution to
the nal score,i.e., the dominant mode of the integral.
Such an approximation obviously simpli es the kernel
drastically, sincethere is no integration any longer.

It is easyto see,that both probabilities Eq. (2, 3) grow
as the template gets more complex, i.e., the compo-
nents T,, grow, aslong asthey are lower or equalto the
term frequenciesof the compareddocumerts. Beyond
that point the behaviour is not clear, but the template
has beenrestricted to be a subsetof the documerts'
words and therefore, the model with maximal cortri-
bution can be found asthe componert-wise minimum
of the documerts, i.e.,

T(x2) = (tw)l

where Xy, ; z,y are the term frequenciesof the two doc-
uments. Obviously, the componerts of T do not sum
up to one (unlessthe two documerts are equal) and
hence,this vector is not a proper term frequency vec-
tor which, as already mentioned, is not a problem.

with ty, = minfxy;z,g (14)

A dierent reasoningis to assumethat the two doc-
uments are similar in which casea suitable (latent)
template can be inferred from the two documerts. Ba-
sically, one can argue that the author of a documert
is in a similar situation and doesthe sameinference

prior to the actual writing. Before he writes the doc-
ument he gathers information about a specic topic

by reading lots of documerts and deducing the essen-
tial information asthe description that occurredin all

(most) of the documerts. Sincewe assumethat a doc-
ument is just atemplate augmerted by somerandomly

chosenstyle elemerts it seemseasonableto de ne the

intersection of all documerts (about one single topic)

as the latent template. In our case,this boils down

to taking the intersection of the two documerts be-
ing compared. However, the documert represettation

is not simply binary, i.e. word preser/absent, but

continuous, i.e. term frequencies. Therefore, extend-
ing the notion of intersection slightly to accourt for

cortinuous values by consideringthe componert-wise
minimum we are back to Eq. (14).

In the original formulation the template was unknown
which was the reasonfor the averaging over all pos-
sible models. Using this inferenceor dominant mode
estimation approach we have a candidate for the la-
tent template. This allows usto directly evaluate the
probabilities Eq. (2, 3) to calculate the similarity of
the documerts, i.e.

1(%2) = P(XT(X 2)P(ziT(x; 2))P(T(x; 2)) (15)

Moreover, one can argue that the weighting factor,
i.e., the models prior probability P(T), is no longer
neededsinceno averagingover di erent modelsis per-
formed. Thereby, dropping the model prior and con-
sidering only the likelihood of the data giventhe (data-
dependert) model yields a secondpossiblekernel

2(X; z) $(XjT(x; z))$(ij(x; 7))

d;w Twj dﬁw Twi = v
w

w

pix 2 (16)

w

where the last equality follows from the fact that T,
is either xy or z.

Since the selection of the model T(x;z) is data-
dependert it is not obvious whether the two newly
de ned quartities meet the requiremerts of a kernel.
Fortunately, the requiremerts are ful lled which will
be proved in the next subsection.

3.3. Kernel Prop erty

To guarantee that the optimisation problem de ned in
Eq. (1) is a convex problem with a unique solution the
kernel function hasto meet the following condition:

Let X bea nite input spacewith (x;z) a symmetric
function on X. Then (x;z) is a kernel function if
and only if the matrix K = ( (x;X; ))i';“j -, Is positive
semi-de nite. In the remainder of this subsectionwe
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usethe corvention that the symbol standsfor a valid
kernel, i.e., a function which meetsthis requiremert.

To show that the introduced kernels satisfy this re-
quirement we make use of some closure properties of
the class of functions which make it possibleto cre-
ate more complicated kernels from simpler building
blocks. Since the class of positive semi-de nite ma-
trices is closedunder conic combination so are kernel
functions. A further helpful property of kernelsis that
the product of kernelsyields a kernel. Thesetwo facts
imply that e aswell ase 1 are kernelswhich can
be seenby looking at their Taylor series.

The basic building block for our proofs is the set in-
tersection kernel. As the intersectign of two setsA; B
can be seenas the inner product 14 (x)1g (X)d (X)
of the indicator functions 1 of the two setswith respect
to the measure it indeed satis es the condition of a
kernel.

Considerthe intervals [0; 1] and the mapping (X) =
[0;xw] and its complemen & (x) = [xw;1]. The
application of the intersection kernel (using the
Lebesguemeasure) to these sets yields the two ker-
nels \w(x;z) = minfxy;zygand ¢.,(x2) = 1
maxf X, ; zwg. Therefore, the absolute di erence can
be expressedas jx,, zyj = 1 Vo \ .w Where
the argumerts to the kernels have been dropped for
readability.

It is now easyto seethat the function , satis es the
semi-de niteness condition by considering the follow-
ing algebraic transformations:

Y | _
2= PXT)P(ziT) = pp»
. w (17)
= e W"’Q(ﬁ)(l \w {:;w):e\"'\cea
P
with constart a = Wlogiw and, since log1=p, is
E,on-negative, the conic comiynations of kernels | =
Wlog(piw)_\;W and ¢ = W_Iog(piw).\c;W are ker-
nels, too. Finally, the exponertial function presenes
positive de niteness and the fact the products of ker-
nels are still kernelscompletesthe proof.

Using the sameabbreviations for a aswell asfor | ; ¢
it follows immediately that
= P(XjT)P(ZjT)P(T)
DR : (18)
=e'"V 31 e ‘)=eve ¥e' 1)
is a positive semi-de nite kernel.

4. Parameter Selection

A problem which hasnot yet beendealt with is the se-
lection of the kernel parameters. Namely theseare the

probabilities p,, that a word occurs randomly and the
mixing factor of the model prior distribution in case
of the probabilistic kernel. Obviously, the selection of
the word occurrenceprobabilities is a rather involved
problem and will be discussedin the next two sub-
sections. Concerningthe mixing factor empirical tests
shaved = 0:5to be a reasonablevalue and, to keep
the ewvaluation in limits, it hasnot beenoptimised.

4.1. Uniform Probabilities

A rst attempt to deal with this problem is to reduce
the complexity to onesingle cortrol parameter by set-
ting all parametersto the samevalue p. This corre-
sponds to the casewhere an author selectsthe style
elemers uniformly among all words, hencethe name.

In that casethe kernel

B(x2)=e 1950 o (19)
resenbles very much the Gaussiankernel except that
the L1-norm di erence of data points is used instead
of the L2-norm. A further (notational) di erence con-
cernsthe bandwidth parameter. In this formulation,
the tuning parameter is in the range [0; 1], whereas
the Gaussianbandwidth isin the range[0; 1 ] which
might simplify its selection.

As the feature vectors x; z sum to one the following
simple relation can be derived:

X 1 X
minfXy;zyg= 1 > Xw zZwj=1 > (20)

w w
with  the L1-norm of the di erence vector. Using this

relation the normalised, uniform versionof 1 becomes

@ p 7)p
1 p
and the interesting question arises: what happensin

the limit p = 1? The rule of \Bernoulli de I'Hdpital”
helpsus nding the limit behaviour

X
Liy-5) = [i Uy 7\ — _ =
1(X’Z)_,|)'!m1 i(xz)=1 5

U

1(x2) = (21)

minf Xy ; zwg

(22)

4.2. Non-Uniform  Probabilit y

We now go a step further and investigate a non-
uniform setting for the probabilities p,, of the di erent
words. It seemsreasonablethat the probability that
a word randomly occursrelatesto the frequency with
which a word occurs in a large text corpus. A well-
known quartity which measuresthe word frequency
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in the whole text corpus is the documernt frequency
d (w) of aword w. It is de ned by the ratio between
the number of documerts a word is corntained in and
the total number of documerts.

There are however someproblems using this quartit y
directly, i.e., py := d (w). Namely, the documert fre-
guency is very small and it tends (to someextent) to
becomesmaller asthe number of documerts increases.
Sincethe experiments with the uniform kernel showed
that the selection of a small probability p yields bad
results it is advantageousto transform this value by,
for example, raising it to somepower, i.e. py = d,,
which keepsit in the range [0; 1]. Selectingthe expo-
nert as

- TR @)
w w gdw

ensuresthat the geometric average probability of all
pw hasa xed value equalto p. Hence,there is only
one tuning parameter remaining as with the uniform

kernels.
Considering the non-uniform versionof », i.e.,

P
NU(x;z) = e w0 Grixw zwi = g R 2 (24)
with ® the tf  idf re-weighted feature vector is par-
ticularly interesting. Namely, the tf-idf heurisitc, for
which a number of justications exist (Robertson,
2004), appearsas a natural consequence.

4.3. Summary

In this sectiona whole family of closelyrelated kernels
has beenintroduced. Basically, there are three core
types,i.e., the P-Kernel, a simpli ed version ; which
considersjust one (data-dependert) model instead of
all possibleonesand nally the kernel , which bridges
the gap betweenour framework and the Gaussianker-
nel. Moreover, all three kernelshave a uniform variant
where all words are treated equally and a hon-uniform
version where words are weighted accordingto the in-
versedocumernt frequency

5. Evaluation

The evaluation of all the preserted kernels has been
made on the Reuters Corpus Volume 1 newswire
database(Roseet al., 2002). The full databaseconsists
of about 800,000news articles (the period of a whole
year) with about 100di erent classeswvhich are organ-
isedin a hierarchical structure with 4 top level nodes.
For practical reasonsthe consideredclasseshave been
restricted to the Economics branch and the hierarchy
is cut at level 2 which yields 10 distinct classes.More-
over, only the news articles of the rst three month

Table 1. The classesalong with the number of correspond-
ing samples of the Reuters Corpus Volume 1 newswire
database restricted to the top level category Economics
(ECAT) and the rst three months.

ID Categor y Samples
E11 | Economic Perf ormance 1727
E12 | Monet ar y/Economic 5027
E13 | Infla tion/Prices 1349
E14 | Consumer Finance 434
E21 | Government Finance 8639
E31 | Output/Cap acity 459
E41 | Emplo yment/Labour 3240
E51 | Trade/Reser ves 4226
E71 | Leading Indica tors 1127

have been used which gives a dataset size of 23; 360
samples. As one class had hardly any samplesthis
class has not been consideredin the ewaluation. A
summary of all the classess givenin Table1. As apre-
processingstep, the Porter stemmer has beenusedto
reduceall words to their stemswhich yielded 136, 469
distinct terms.

To assesghe quality of the proposedkernelsthe F;-
measurehas been consideredwhich is widely usedin
text processingand is de ned asfollows. Let N* (N )
be the number of positive (negative) samples and
r*(r ) the number of true positive, respectively false
positive returned by the classi cation procedure. Then
the system'sprecisionis de ned by prec= - and
The harmonic mean of these
is the F1-measure.

. +
the recall is rec = ,[‘—

He 2precrec
two quantltles prectrec

The training has been accomplished using libsvm
which had to be slightly extendedto incorporate the
newly presenied kernels. To accourt for the imbalance
of the data libsvm's option to give di erent weights to
di erent classedasbeenused. The positive (negative)
classgets as weight the percertage of the samplesof
the opposite class, i.e. N— respectively NT for the

N
negative class.

The evaluation procedure consists of a nested 5-fold
cross-walidation. The outer cross-walidation is usedto
averagethe F; measureover di erent splittings of the
data and to get an idea of the variance. The inner
cross-alidation is necessaryto nd the best tradeo
parameter C for the SVM.

The remainder of this section discussesthe perfor-
mance of the kernelsand at the end the best results
attained by a ead of the kernels are summarisedin
Table 2.
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5.1. Baseline

The baseline kernels against which the performances
are compared is the linear and the Gaussian kernel
using L2-normalised tf-idf re-weighted feature vectors.
The set of tested values of the Gaussian bandwidth

parameter is f0:1; 0:5; 1:0; 2:0; 5:0g whereasthe val-

ues0:5 and 1.0 yielded the best results (depending on
the tested class). Moreover, the linear kernel always
gave worseresults than the Gaussian,sometimeseven
signi cantly. Therefore, only the Gaussian kernel is
kept for further comparisons.

5.2. Uniform

The resultsfor the kernels {, Y andthe P-Kernel are
shown in Figure 1. Comparing the best results, there
is no signi cant di erence betweenthesetwo kernels.
Howewer, it seemsthat the kernel 1 is more sensi-
tive to variation of the control parameterthan , and
its performancedrops signi cantly for too small/larger
values of p. Generally, the best results are attained
for a probability p 2 [0:5;0:8]. The best results of
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Figure 1. The Fi-measure of the kernels Y and ¥ for

di eren t selectionsof the control parameter p and the best
result of the P-Kernel. The error bars indicate the standard
deviation. (The kernelslabelled in the legend are from left
to right in the plot).

the probabilistic kerneltend to be worsethan those of
the simpler kernels 1; ,. This inferior performance
might be dueto the fact that most modelsover which is
averagedare quite general,i.e., the componerts T,, are
small, which stands for a low similarity. Furthermore,
tuning the parameter might in uence the results as
well. Due to the worse results as well asthe problem
of having one additional parameter the probabilistic
will not be consideredfor any further experiments.

5.3. Non-Uniform  Probabilities

Figure 2 reports the performance of the kernels

MU, NU where the documert frequenciesd , scaled
to have a xed geometricaveragep, are used. To keep
a referenceto the last experiment, the results of the
kernel Y¥(0:5) are shavn aswell. In most casesthere
are someminor improvemert over the uniform version,
although, there are also someclassesvherethe results
got worse. It seemshowever, that the kernel Y'Y ben-
e ts from the word-dependert weighting, especially for
classesE14 and E31.
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Figure 2. F1-measuresof the kernels YV and 3V for se-

lections of p. The values of the kernel ¥(p = 0:5) are
given for comparison.

5.4. Comparison

Finally, we compare our kernelsto the baseline. Be-

side the probabilistic kernel, which was the initial ap-

proach, the kernel , is shawn, sincethe previous ex-

periments demonstrated its good performance. The

results are displayed in Figure 3. As mertioned be-

fore, the performanceof the probabilistic kernelis con-

sistertly worsethan at least one of the other kernels.
Looking at the results of the the kernel YV, they

can always compete with the baseline method or are

slightly better, asfor examplein the caseof the classes
E13, E14 and E31.

6. Conclusion

In this paper we investigated the concept of proba-
bilistic kernels for text categorisation. To de ne the
probabilistic model a novel model for the creation of
documerts hasbeenintroduced. From that a P-Kernel
and se\eral other kernels,which avoid the complicated
model averaging, have beenderived and analysed. Al-
though there is no signi cant improvemert over the
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Table 2. The best F1-measure (in percert) attained by the tested kernels for each of the nine classesalong with their

standard deviation.

The rst column indicates the kernel type with the setting of the tuning parameter which is the

scaling for the Gaussian (G) respectively the probabilit y p for the P-Kernel (PK) and its variants.
E11 E12 E13 E14 E21 E31 E41 E51 E71

linear 57.1(1.8) 75.5(0.6) 76.4(1.2) 67.7(3.3) 91.1(0.4) 75.1(2.0) 88.5(1.0) 82.1(0.2) 94.9(0.8)
G(0.5) 62.6(2.4) 78.0(0.6) 79.7(1.6) 68.5(3.9) 91.3(0.6) 75.0(2.9) 89.9(0.7) 85.2(0.4) 95.2(0.6)
G(1.0) 64.0(2.3) 77.5(0.6) 79.4(1.9) 68.7(3.6) 91.4(0.5) 75.3(3.1) 89.1(0.5) 85.4(0.6) 94.9(0.5)
PK(0.7) | 62.3(3.1) 76.6(0.9) 79.3(1.3) 66.1(4.7) 91.3(0.6) 72.7(4.1) 88.6(0.3) 84.6(0.9) 95.3(0.7)
Y(0:5) | 64.6(2.5) 77.4(0.4) 79.9(1.3) 67.7(4.7) 91.6(0.5) 74.4(4.3) 89.6(0.7) 85.5(0.5) 95.4(0.8)
J(0:8) | 63.8(1.5) 77.4(0.9) 78.7(1.1) 66.0(3.9) 91.4(0.5) 77.3(2.2) 89.8(1.0) 84.8(0.4) 95.4(0.8)
Y(0:5) | 64.5(1.6) 78.0(0.7) 79.5(1.2) 67.4(3.6) 91.6(0.5) 75.0(2.1) 89.8(0.9) 85.2(0.3) 95.3(0.9)
Y(0:7) | 64.1(2.6) 77.5(1.2) 80.3(1.1) 68.1(3.9) 91.5(0.5) 77.5(2.6) 89.9(1.1) 85.2(0.5) 95.4(0.9)
NU(:3) | 64.8(2.0) 77.8(0.4) 80.1(1.3) 67.5(4.9) 91.5(0.4) 76.4(2.7) 89.6(0.8) 85.3(0.5) 95.8(0.4)
MUY | 64.3(2.2) 77.3(0.6) 79.6(0.9) 68.0(3.9) 91.3(0.3) 76.8(1.0) 89.7(0.8) 85.1(0.4) 95.3(0.8)
NU(3) | 62.7(1.6) 78.2(0.8) 80.2(1.4) 69.8(3.6) 91.6(0.5) 77.1(2.7) 90.0(1.0) 84.8(0.5) 95.8(0.5)
NU(:5) | 64.0(1.9) 77.5(0.8) 80.2(1.6) 68.9(4.2) 91.6(0.4) 77.6(3.2) 89.9(1.1) 84.1(0.6) 96.0(0.8)
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Figure 3. Comparison of the probabilistic kernel and the
kernel , with the baseline method. The performance of
kernel » is slightly better or comparable to the baseline.

baselinekernelsthis paper givesa nice motivation for
the tf-idf weighting sdheme and places a number of
kernelsin a useful framework.
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